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While most meta-evaluation methods assess metrics through global evaluation over arbitrary
outputs, real-world use cases are highly contextual, focused on specific models or output qualities.
We introduce local metric accuracy as a way to evaluate metrics within a context, revealing that
metric reliability can shift significantly across settings and motivating the need for context-aware
evaluation.
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Practical guidelines

. ldentify context: Define the evaluation setting, such as model stage or domain.

. Measure local accuracy: Evaluate how well each metric distinguishes quality differences within that context.

Select metrics based on stability and context: choose metrics that demonstrate stable accuracies for the specific use case.
Reassess regularly: Update metric choices as the evaluation needs evolve.
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