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Evaluating LLMs on a fixed budget when
costs are unknown

How to spend a fixed dollar budget to evaluate new models across benchmarks when each run’s cost is
known only after it finishes?
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What is a score? What does one item cost?
A benchmark is a list of items. Model k’s score For reasoning models and agents, one item is a
on benchmark j is its mean success rate E)KJ. over long run consisting of model calls, tool calls and

those items. retries, usually billed by the no. of tokens.



How is a new model evaluated today?

1 2 3 4
A new model or » Run the evaluation » ...0oNn every item on - Report one row of
version is ready harness every benchmark scores
What is a score? What does one item cost?
A benchmark is a list of items. Model k’s score For reasoning models and agents, one item is a
on benchmark j is its mean success rate E)KJ. over long run consisting of model calls, tool calls and
those items. retries, usually billed by the no. of tokens.

OR view - Each model or benchmark release brings a batch of jobs. Each item is one job, and its size is
its cost.
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SUMMARY

Al evaluation has crossed a cost threshold that changes who can do it. The Holistic Agent
Leaderboard (HAL) recently spent about $40,000 to run 21,730 agent rollouts across 9
models and 9 benchmarks. A single GAIA run on a frontier model can cost $2,829 before
caching. Exgentic's $22,000 sweep across agent configurations found a 33x cost spread
on identical tasks, isolating scaffold choice as a first-order cost driver, and UK-AISI
recently scaled agentic steps into the millions to study inference-time compute. In
scientific ML, The Well costs about 960 H100-hours to evaluate one new architecture and
3,840 H100-hours for a full e baseline sweep. While i i have
been proposed for static benchmarks, new agent benchmarks are noisy, scaffold-

sensitive, and only partly Training-in-the-loop are
by construction, and when you try to add reliability to these evals, repeated runs further

multiply the cost.

Making static LLM benchmarks cheaper

The cost problem started before agents. When Stanford's CRFM released HELM in 2022, the
paper'
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First, there was #tokenmaxxing, whereby American businesses encouraged
their workers to use as much Al as possible. Then came the bill.

Companies started to realize they need to be more careful about counting
their tokens, the units that measure Al use. And that’s hard to do: A recent
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Spending on Al Is Becoming Almost Impossible for
Businesses to Budget

Artificial-intelligence use is measured in tokens, but the models’ use of tokens
atany given task can be unpredictable

Only 11% of nearly 400 businesses

could forecast their Al spending.
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Everyone is starting to notice the bill

seo D < B - ©0+ 0 It costs a total of ~~ S4OK for 21,730

5 Fosm o iniieihialieioll. agent rollouts on the HAL leaderboard (9 models

Al evals are becoming the new compute x 9 benchmarks).
bottleneck

Avijit Ghosh, Yifan Mai, Georgia Channing, and Leshem Choshen

A cost of a single run varies between

$7.80 = S2,929 across all

tasks in the HAL dataset.

Al evaluation has crossed a cost threshold that changes who can do it. The Holistic Agent
Leaderboard (HAL) recently spent about $40,000 to run 21,730 agent rollouts across 9
models and 9 benchmarks. A single GAIA run on a frontier model can cost $2,829 before
caching. Exgentic's $22,000 sweep across agent configurations found a 33x cost spread
on identical tasks, isolating scaffold choice as a first-order cost driver, and UK-AISI
recently scaled agentic steps into the millions to study inference-time compute. In
scientific ML, The Well costs about 960 H100-hours to evaluate one new architecture and

Whoever can pay for the evaluation gets to

3,840 H100-hours for a full e baseline sweep. While i i have
been proposed for static benchmarks, new agent benchmarks are noisy, scaffold- -
seniie,an iy party comprsse.Tsngein-th-oa write the leaderboard.

by construction, and when you try to add reliability to these evals, repeated runs further
multiply the cost.

Making static LLMbenchmarks cheaper OR view - Job sizes here span four orders of
magnitude, so the average job size tells you
little.

The cost problem started before agents. When Stanford's CRFM released HELM in 2022, the
paper'
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A run’s cost 1s unknown until it finishes

List price (input + output, $ per million tokens)

GPT5. I 1750

Gemini 3 Flash B $3.50 (80% cheaper)

Actual cost, summed over 12 tasks

GPT-5.4 I s:0°
$705
ceninis s (N (=%

more)

OR view - Job sizes are unknown until service completes, the setting of
size-blind scheduling.
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Abstract

Developers and consumers increasingly choose reasoning models (RMs) based on their listed
API prices. However, how accurately do these prices reflect actual inference costs? We conduct the
first systematic study of this question, evaluating 8 frontier RMs across 12 diverse tasks covering
competition math, science QA, code generation, and multi-domain agents. We uncover the pricing
reversal phenomenon: in 32% of model-pair comparisons, the model with a lower listed price
actually incurs a higher total cost, with reversal magnitude reaching up to 28x. For example,
Gemini 3 Flash’s listed price is 80% cheaper than GPT-5.4, yet its actual cost across all tasks is
38% higher. We build a formal cost attribution framework based on Shapley value, and leverage
it to trace the to vast in thinking token and
‘number of interaction turns: on the same query, one model may use 900% more thinking tokens
than another, or 10x more turns of environment interactions. We further show that per-query
cost prediction is fundamentally difficult: repeated runs of the same query yield thinking token
variation up to 9.7x, establishing an irreducible noise floor for any predictor. Thus, we propose
cost distribution prediction as an open challenge. Our findings demonstrate that listed API pricing
is an unreliable proxy for actual cost, calling for cost-aware model selection and transparent per-
request cost monitoring.

1 Introduction

There has been an arms race in the Al industry to offer reasoning language models (RMs) with
affordable API pricing [OpenAl, 2024, Guo et al., 2025, Chen et al., 2025, Google, 2026, Muennighoff
et al., 2025]. For example, OpenAI GPT-4, when initially released in 2023, cost $30 per million input
tokens and $60 per million output tokens [Chen et al., 2024b]. Today, GPT-5.4 costs only $2.5 per
million input tokens and $15 per million output tokens [OpenAl], and Google Gemini 3 Flash charges
$0.5 per million input tokens and $3 per million output tokens [Google AI]. The drop in AP pricing
‘makes these models accessible to a broad range of users, and listed prices have become the primary
basis on which developers and enterprises compare and select models.

Model cost comparison is a common component in designing real-world AI applications. Based
on our discussions with practitioners, nominal API pricing is often directly used to compare the cost
of different models [Chen et al., 2020, Erol et al., 2026, Wang et al., 2025]. For example, Gemini 3
Flash is typically deemed cheaper than GPT-5.4, as the former’s s API price is lower than the latter for
both input and output tokens. The cost plays an role for itive users
to determine which model to use. Underlying this practice is an implicit assumption: a model with a
lower unit price will also incur a lower total cost on any workloa

However, does this assumption hold? Does the APT pricing reflect the actual cost accurately? Tn
this paper, we perform a systematic study on frontier RMs’ actual cost on a diverse set of tasks. Our
study has found the pricing reversal phenomenon: a model with lower API pricing can cost much more
than a model with higher API pricing. For example, GPT-5.4s API pricing is 5x of Gemini 3 Flash,
but its actual cost is only 70% of Gemini 3 Flash (see Figure 1).

This thenomenon has a deep connection to economic and sociological intuitions In hourlv billing
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Dy is the historical matrix that holds
evaluation results for older models and we
assume that they are readily available. The
dark cells denote evaluations that were run,
while the light cells denote evaluations that
were never run.
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Problem setting

Older benchmarks New benchmarks D, is the historical matrix that holds

_____________________ evaluation results for older models and we
--- ---- assume that they are readily available. The
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dark cells denote evaluations that were run,
while the light cells denote evaluations that
were never run.
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A benchmark contains a list of items. E.g., a coding benchmark
would have tasks such as “code 2sum solution in Python” and the
gold item answer.
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Dense Sparse Empty: cold start

A benchmark contains a list of items. E.g., a coding benchmark
would have tasks such as “code 2sum solution in Python” and the
gold item answer. A benchmark may be partially evaluated.
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Problem formulation

Given. K new models, J benchmarks, a budget of B dollars,

and Dy, results for older models (possibly sparse, or empty).

Each step. Pick a run a = (model k, benchmark j, item i). It
returns a score Y and a cost C which are drawn jointly. C is
known only when the run finishes.

Older models

K new models

Older benchmarks

Outcome Y = success
Cost C = $0.82
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Problem formulation

Older benchmarks

Given. K new models, J benchmarks, a budget of B dollars,
and Dy, results for older models (possibly sparse, or empty).

-1 1

[y

Older models

Each step. Pick a run a = (model k, benchmark j, item i). It
returns a score Y and a cost C which are drawn jointly. C is
known only when the run finishes.

Runs are atomic. Once started, a run finishes, so the last run
can overshoot the budget.

Goal. minimize the expected error of the final estimates, K new models
E[> (ij - ekj)2]

OR view - A batch of jobs, all present at time 0, one server, non-preemptive service, unknown job sizes, and a limit on total work. The
objective is estimation error, not response time.



The problem in queuing and OR terms

In LLM evaluation In queueing and OR
One evaluation run One job

Run cost Job size

Cost known only when the run finishes Unknown job size

A run cannot be stopped partway Non-preemptive service
Capping a run and keeping a partial result Preemption

Costs span orders of magnitude across models Highly variable job sizes
Posterior for one (model, benchmark) pair Bayesian bandit arm

Dollar budget Knapsack capacity



Why existing approaches fall short

Existing methods subsample items, fill in the low-rank matrix from older models, or pick runs adaptively. All these
miss something:

1 They budget by runs, not dollars
One run can cost a cent or a hundred dollars. The one cost-aware method divides information by a fixed historical mean cost, never
updated for the new model (Krumdick et al. 2026).

2 They over rely on historical trends
New models are often unlike old ones. Score predictions from history miss at the frontier (Zhang, Dorner and Hardt 2025), and so do
cost predictions.

3 They ignore budget risk

A run’s cost is known only when it finishes. One run can use up most of what is left, and the last one can overshoot.

OR view - Budgeting by the number of runs is like scheduling by job count while ignoring job sizes.



They budget by runs, not dollars

The cost depends mostly on the model, not the item

Each row is one model: bar = middle 50% of items, line = 5th-95th percentile, circle = median

GPT-5.5 —— GO

Gemini-3.5-Flash
claude-fable-5

Kimi-K2.6

GO
O
— eEEOE—

mmmm Older models (27)

MiniMax-M3
DeepSeek-V4-Pro === New models (6)

~ $010 - C$
Cost of one SWE-bench item (log scale)

There is a 62X difference in

median item cost between the
cheapest and most expensive of
the 33 models.

The model explains

58'93% of the

variance in log cost on most
benchmarks (36% on GAIA), and
the item explains 2-31%.

The six new models fall at very
different points in this range.



They over rely on historical trends

Older models do not predict the cost of a new model

Actual cost of the same 1,120 items, per new model
DeepSeek-V4-Pro ' $75

MiniMax-M3 B sto
Kimi-K2.6 - EE

The dashed line is at $981, which is the cost predicted for every model from the 27 older models’ per-item averages.
Pink = cheaper than predicted, purple = more expensive.

OR view - A per-model multiplier is like learning each server’s speed from its first few jobs.
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always cost $40.
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always cost $40.
RUN B cost $10 80% of the time, or $160 20% of the
time.
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Expected cost does not capture budget risk

Older benchmarks

Let’s say we have 2 runs

always cost $40.
RUN B cost $10 80% of the time, or $160 20% of the
Older models time.

Let’s say we have a subsequent RUN C that always cost $60.

. .... . When we have $100 left,
-- - choosing always leaves you with an expected

K new models - - -. number of runs = 2.
choosing RUN B leaves you with an expected number of

- runs = 1.8 (because of 20% overshooting risk).




They ignore budget risk
Expected cost does not capture budget risk

Older benchmarks

Let’s say we have 2 runs

always cost $40.
RUN B cost $10 80% of the time, or $160 20% of the

Older models time.

Let’s say we have a subsequent RUN C that always cost $60.

When we have $100 left,
- choosing always leaves you with an expected

. - -. number of runs = 2.
choosing RUN B leaves you with an expected number of

- runs = 1.8 (because of 20% overshooting risk).

K new models

OR view - Both runs cost $40 on average, but B’s cost is far more variable. Queueing theory makes the same point with the Pollaczek-Khinchine formula:
mean waiting time grows with the variance of job sizes, not just their mean.



The Bayesian formulation

1. BELIEFS

Posterior over every run’s score
and cost, and the budget left B, ’

4 - UPDATE

Bayes’ rule on the beliefs, and

B, =B,-2C —

2 - SELECT

Pick a batch St of N runs
(N =1 is fully sequential)

3-RUN

Observe each run’s score Y
and cost C

GOAL

Choose the batches to minimize

E[ij (6‘kj - ekj)2]
while total cost stays within B

Stop when the budget runs out, then report 9“KJ for
every new model and benchmark.

The hard part is step 2: which N runs?



Steps 1 and 4 need a model of score and cost

1. BELIEFS

Posterior over every run’s score
and cost, and the budget left B,

4 - UPDATE

Bayes’ rule on the beliefs, and
B, =B,-2C

Before we ‘purchase’ a run, what
do we expect its score and its
cost to be?

Stop when the budget runs out, then
report G‘kj for every new model and
benchmark.



The beliefs are a joint Bayesian model of score and cost

p(Y,C|a)=p(Y|a)-p(C|Y,a)

PRIOR FROM D, U is the outcome means and n is the cost parameters. The
historical data is the prior. If we have a cold start setting,

po(1, M) = p(1t, N | Do) this prior is wide.

Every run updates beliefs about both scores and costs,
and cost may depend on whether the run succeeds or

pO(, M) o< po(u,m) - MO p(YO, CO | A, p, 1) fails.

AFTER t RUNS ON THE NEW MODELS

The estimate is the posterior mean e"kj , and its posterior
variance is the error we try to reduce.



The outcome model predicts each run’s chance of success

P(model k solves item i of benchmark j) = o( p; + a0 )
(a01y ey ad_J) ~N(O, AAT + W)

i o0 MT+ W
How easy the item is How strong the new model is on  One shared factor fitted on older
Learned from the success rate  benchmark |, updated after models
of older models (ﬂxed) every run This links a model’s abilities across

benchmarks, so a run on one benchmark
updates the others



The outcome model predicts each run’s chance of success

P(model k solves item i of benchmark j) = o( p; + a0 )
(a01y ey ad_J) ~N(O, AAT + W)

i o0 MT+ W
How easy the item is How strong the new model is on  One shared factor fitted on older
Learned from the success rate  benchmark |, updated after models
of older models (ﬂxed) every run This links a model’s abilities across

benchmarks, so a run on one benchmark
updates the others

The idea is performance across
benchmark is somewhat correlated: if

you are good at math, you are likely to
be good at coding




New models and benchmarks add new ‘directions’ to the matrix

Older models’ results span a few directions of ability, so the

historical matrix is close to low rank. CONSEQUENCE

A prior fitted to history has no uncertainty in the new
New benchmarks are built to measure what existing ones direction. It is overconfident, and it undervalues exactly
miss, and new models bring new capabilities. Each adds a the runs that would reveal the new capability.
new direction in the latent space.

Existing algorithms (specifically low-rank bandit
algorithms) do not assume this rank growth.

So a new model has a familiar part that history predicts
and a new part it has never seen.




The cost model is log-normal with a learned multiplier

per model and benchmark

log Clli =log & + alll] + gll;, €[1; ~ N(O, 6?)

Ci alll] el;
Expected cost from The new model’s Run-to-run noise
history: mean cost across multiplier on benchmark j Costs are positive and
older models, or tokens x learned online from its first right-skewed
list price runs

OR view - a[ ] [lis the server’s speed, learned from its first few jobs. C; is the
job’s nominal size.

Count

140

120

100

80 4

60 1

40

20 A

0.0 0.5 1.0 1.5 2.0
Cost (USD)

2.5

3.0

3.5




Failures usually cost more, so model score and cost jointly

SWE-bench Verified Mini (35 runs)
GAIA (36 runs)

SciCode (4 runs)
ScienceAgentBench (24 runs)
CORE-Bench Hard (47 runs)
T-bench Airline (47 runs)

USACO (15 runs)

ColBench backend (22 runs)

ColBench frontend (6 runs)

Vox

9%

failures cost more -

2‘x 3‘><

Median cost of a failed item + median cost of a solved item, within one run

Within a run, failed items cost around

1.3-1.8X as much as successful
ones on 8 of the 9 available benchmarks.

A likely reason is that agents that fail keep
trying, which end up using more tokens
due to more turns and tool calls.

Our current cost model ignores this. A
possible formulation would include a
failure term:

logCOi=log ¢ +al0 +v-1[YOi=0] +
el;



Step 2 needs a rule for choosing runs

2 - SELECT

Pick a batch St of N runs
(N =1 is fully sequential)

Given those beliefs and the
budget left, which N runs should
we ‘purchase’ next?

Written exactly, this sounds like a
Markov decision process (MDP). In
practice, we have to approximate it.



The exact problem is an MDP

Part In our problem

State Posterior over all scores and costs, plus
the budget left, B,

Action One run a = (k, j, i) that fits the budget

Transition The run returns (Y, C)
Bayes’ rule updates the posterior, and
B, =B-C

Reward At the end, minus the posterior error of
the benchmark means

V(p, B) = max over a of
E[ V(o updated by (Y, C), B- C) ]

WHY WE CANNOT SOLVE IT

The state is a whole distribution, the budget is

continuous, and every run branches over
outcomes and costs. The tree grows
exponentially with the budget.




The exact decision process 1s far too large

6,720 single runs in our OpenHands dataset, which means

. . . Actions

that batches of 20 give about 10°® choices per step.

HE H ER States

. . A posterior over 6,720 scores and their costs, plus a

. . . continuous budget.
. . . Horizon

Hundreds of runs, and the number depends on costs not yet
Dark = already run - light = not run

Purple = candidates for the next batch seen.



Why the Gittins index does not apply here

With each (model, benchmark) pair as an arm, the Gittins index would be optimal, but

Standard bandit This problem

Goal Maximize reward, or find the best arm Estimate every model’s score E)kJ well

Cost of a pull Fixed or known Random, revealed when the run ends.
The last run can overshoot the budget.

Arms Independent Share low-rank model x benchmark structure, so one run
informs other arms

Prior Describes the arms New models and benchmarks add directions history has not
seen

Each has been studied on its own, but not all four together.



Why the Gittins index does not apply here

With each (model, benchmark) pair as an arm, the Gittins index would be optimal, but

Standard bandit This problem

Goal Maximize reward, or find the best arm Estimate every model’s score E)kJ well

Cost of a pull Fixed or known Random, revealed when the run ends.
The last run can overshoot the budget.

Arms Independent Share low-rank model x benchmark structure, so one run
informs other arms

Prior Describes the arms New models and benchmarks add directions history has not
seen

What about a Whittle index? A price per dollar splits the budget into one problem per arm. But the arms still share one
model, so a run on one arm changes the others and the problem does not split cleanly.



Our (current) approximation picks max information/$

1-LEARN

One model of score and
cost

A Bayesian model, started from older
models’ results and updated after every
run.
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Drop any run with more than an ¢
chance of exceeding the remaining
budget.

A Bayesian model, started from older
models’ results and updated after every
run.



Our (current) approximation picks max information/$

1-LEARN

One model of score and
cost

A Bayesian model, started from older
models’ results and updated after every
run.

2 - FILTER

A safe set

Drop any run with more than an ¢
chance of exceeding the remaining
budget.

3 - PICK

Information per dollar

Take the N runs with the largest
expected drop in uncertainty per
expected dollar.



Our (current) approximation picks max information/$

1. LEARN 2 - FILTER 3. PICK

One model of score and A safe set Information per dollar
cost Drop any run with more than an ¢ Take the N runs with the largest
A Bayesian model, started from older chance of exceeding the remaining expected drop in uncertainty per
models’ results and updated after every budget expected dollar

run.

A = argmax over safe runs a of A(a) / E[C | a]

This is a heuristic, not the optimal policy. It looks one step ahead, so it undervalues runs that pay off later, such as learning a new model’s
cost level. In OR terms it is a knowledge-gradient rule per unit cost, or Smith’s rule with job sizes learned online. The safe set is
admission control.



Preliminary results show cost awareness helps most at

tight budgets

16-

- =5 -
o N N

Error in benchmark means (RMSE, points)
©

N

S

2

&

2%

—e— Information only

5% 10% 20%
Budget, as a share of the historical cost forecast

—e— Bayesian cost

Oracle cost

—e— Running-mean cost

Information only ignores cost and the oracle
Knows every run’s true cost.

At a 2% budget, learning costs cuts error
from 14.6 to 12.2 points.

The rule is not always better: at 10% it loses
to ignoring cost.

Knowing the true costs (dashed) would do far
better, so a better policy has room to gain.

OR view - The gap to the oracle is the
value of knowing job sizes in advance.



Open problems in this project

Problem Closest OR idea

An index policy when arms share structure and the Gittins and Whittle indices
objective does not add up across arms

A prior that expects each new model or benchmark to add ' Learning with a growing number of factors
a direction

How much an adaptive plan beats a fixed one The adaptivity gap in stochastic knapsack
When to cap a run and keep a partial result Preemption, FB scheduling, decreasing
failure rate

Bounding overrun over the whole evaluation, not one step | Chance constraints, CVaR
at a time



Other LLM problems with OR analogs

LLM problem OR analog

Routing: send each query to one of several models with : Task assignment in a server farm of unlike

different price, speed and quality servers; contextual bandits

Serving: order requests whose output length is Scheduling with unknown job sizes (SRPT,
unknown until generation ends Gittins)

Human checking: spend a small budget of human Budgeted inspection and sampling

labels where the LLM judge is most likely wrong

Reliability: decide how many repeat runs an agent Sequential sampling, optimal stopping
needs on each item

Model selection: find the best model, or the top k, Ranking and selection, best-arm
without scoring them all identification



Thank youl!
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